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Abstract—Multi-core processors with shared L2 caches can improve
performance and integrate several functions of real-time systems on

a single chip. However, tasks running on different cores increase

interferences in the shared L2 cache, resulting in more deadline misses

and, consequently, worse quality of real-time tasks. This is mainly

because of the blind sharing of the L2 cache by multiple tasks running

on different cores. We propose a novel performance-controllable shared

L2 cache architecture that can alleviate these problems. First, our

proposed L2 cache architecture is made to be aware of instructions/data

belonging to real-time tasks by adding a real-time indication bit to each

L2 cache block. Second, it can control the performance of real-time

tasks and non-real-time tasks. Our experimental results show that our

proposed L2 cache architecture reduces more deadline misses of real-

time tasks than the conventional L2 cache architecture and partitioning

schemes.
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I. INTRODUCTION

Multi-core processors are expected to improve performance of

real-time systems such as smart TVs and automotive systems. In

addition, multi-core processors can reduce form factors and costs

of real-time systems by integrating multiple tasks on a single chip

and running them simultaneously on different cores.

Multi-core processors generally include shared L2 caches to

improve overall performance and to reduce energy consumptions

by filtering out many off-chip memory accesses. However, in real-

time systems, use of the shared L2 caches makes execution times

of real-time tasks (RTs) unpredictable [3]. This is because cache

blocks of RTs are evicted by the blocks of other tasks, which

leads to the unpredictable cache misses of RTs. The unpredictable

performance of RTs can result in many deadline misses, which

can severely degrade the quality of the soft real-time tasks (SRTs).

For example, in a smart TV platform, general applications such as

internet browsing can decrease the performances of real-time video

streaming applications. The decreased performances of the video

streaming applications can lead to more deadline misses, which

can degrade their quality severely.

To resolve the inter-core interference problem of shared L2

caches in real-time systems, several schemes can be applied. Cache

locking [6] loads and locks critical data in the L2 caches, by which

they will not be evicted by other tasks. Cache partitioning [7,8]

partitions cache space into segments and each task is allocated to

each segment, which eliminates inter-task interferences. Scratchpad

memories are also utilized to remove inter-task interferences.

These schemes, however, allocate reduced cache space to each

task. Moreover, they do not provide mechanisms to control the

performance of SRTs at runtime. Thus, they are not effective in

meeting deadlines of SRTs while maximizing non-real-time tasks

(NRTs).

In this paper, we propose a Performance-Controllable Shared L2

cache architecture for multi-core soft real-time systems (PCS) to

alleviate the problems above. First, we add a real-time indication bit

to each L2 cache block to be utilized by our new real-time-aware

replacement policy. Second, in order to utilize the performance of

RTs sharing the L2 cache with NRTs, we propose a dead block-

based L2 cache sharing scheme which can improve performance of

NRTs without interfering with RT blocks. Our experimental results

show that the L2 cache miss rates of RTs with PCS are lower than

with the conventional schemes when they run simultaneously with

NRTs on dual-core processors. Consequently, PCS provides lower

deadline miss rates of RTs than other schemes.

This paper is organized as follows. We explain previously

proposed time-predictable cache schemes in the next section. Our

proposed PCS is presented in Section III. Experimental results are

discussed in Section IV. Finally, conclusions are given in Section

V.

II. RELATED WORK

In this section, we introduce several schemes addressing inter-

core interference problem of shared caches in detail and compare

them to our proposed approach.

A. Cache Locking

Cache locking techniques [6] have been proposed to remove inter

and intra-task cache interference in single-core multitask systems.

In cache locking, time-critical contents are loaded and locked.

However, it is hard to apply cache locking to multi-core systems.

Cache locking requires knowledge of the whole memory footprint

of tasks, and it is hard or even impossible to know the memory

behavior of complex systems such as multi-core systems [5]. In

contrast, our proposed approach does not require program analysis.

B. Cache Partitioning

Cache partitioning techniques [7,8] have been proposed to elim-

inate inter-task interference in shared caches. In cache partitioning

techniques, a cache memory is partitioned into multiple segments,

each of which is assigned to each task. Since each task has

its private cache segment, inter-task interferences are completely

eliminated. However, the main drawback of cache partitioning

is that each task is assigned a segment of cache memory and

they require a large amount of program profiling to utilize the

performance or minimize the energy consumption.
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C. Bankization

Bankization is a cache partitioning technique which partitions

shared cache into multiple banks [5]. Bankization can prevent not

only inter-core cache interference, but also bank conflicts which

happen when multiple tasks access the same bank at the same time.

However, bankization has the same problems as cache partitioning

because it also partitions cache space. Moreover, because the

granularity of partitioning is large, it is hard to partition cache

space flexibly.

D. Scratchpad Memory

Scarchpad memories are small on-chip SRAMs that are mapped

onto the address space of the processor at a predefined address

range. Their inherent predictability has made them popular in

real-time systems. Contrary to caches, instructions and data are

controlled by compiler or programmer. Caches using locking

techniques have been shown to have similar behavior to scratchpad

memories [12].

III. OUR PROPOSED PERFORMANCE-CONTROLLABLE SHARED

CACHE ARCHITECTURE

In this section, we explain the inter-core cache interference

problem of shared caches in multi-core processors. In addition,

we explain PCS in detail.

A. Inter-core Interference Problem of Shared Cache Memories in

Multi-Core Systems

In multi-core systems, the last level caches are generally shared

by multiple cores because shared caches have several advantages

over private caches. However, using conventional shared caches

in soft real-time systems can lead to poor system quality. Multiple

SRTs access a shared cache simultaneously, which results in higher

cache miss rates. Increased execution time due to the higher cache

miss rates can lead to more deadline misses of SRTs. Figure 1

shows the normalized L2 cache miss rates of the conventional LRU

cache on a dual-core system. As can be seen, on a dual-core system

with conventional LRU shared cache, the cache miss rates of the

SRTs and NRTs are much higher than those of a single core system

on average (up to 5 times higher). This shows the drawback of using

conventional LRU caches as shared caches in multi-core real-time

systems.

This paper aims to remove inter-core interferences in shared

cache memories which significantly affects the execution time of

tasks. We assume non-preemptive scheduling because we focus on

Figure 1. Normalized L2 cache miss rates of conventional LRU on a dual-
core system. The setup for these experiments is explained in section IV.
The cache miss rates are normalized to those of LRU single core system
which has the same cache size.

inter-core interferences rather than inter-task interferences on the

same core.

B. The Cache Structure

In PCS, the shared cache memory is extended by adding a 1-

bit real-time field and a 3-bit decay field to each cache block. A

real-time field indicates whether the cache block belongs to SRT

or NRT. When a cache block is brought into the L2 cache, its

real-time field is set to 1 if the block belongs to SRT. Otherwise

it is set to 0. Note that the real-time field has a different role from

ASID (address space identifier). We do not know whether a block

belongs to real-time task by only referencing ASID. In this paper,

we do not consider the priorities between SRTs. If we care about

the priorities between SRTs, the real-time field can be extended to

indicate the priorities of SRTs. We leave it as a future work. We

assume that SRTs always have higher priority than NRTs. A decay

field is used for dead block-based cache sharing between an SRT

and an NRT.

C. The Cache Partitioning Policy

When an SRT and an NRT are running on a shared cache, the

SRT should be protected from the interference of NRT. Without

any protection, an SRT may suffer from unexpected cache misses

caused by NRTs, and this can result in unexpected deadline misses

of the SRT. In order to prevent SRT from being evicted by NRT,

we propose a dead block-based cache sharing scheme.

In the dead block-based cache sharing, NRT blocks can only

evict dead SRT blocks which will not be accessed before being

evicted. The dead block can be detected by using the cache decay

technique [1]. It was first proposed to reduce cache leakage power

by utilizing dead blocks on cache memories, but has been utilized

for many purposes, e.g., performance. It was shown that dead time

was typically at least 30% of the life cycle on average and this

is a considerable prior evidence that dead cache lines comprise a

significant portion of caches [1].

We use a 3-bit cache decay technique. We add a 3-bit decay field

to each cache block. The decay field is initially set to 0 when the

cache block is inserted to cache. The decay value is incremented

every interval (e.g., every 6K cycles). The decay value of the block

is reset to 0 if it is accessed. If the decay value of a cache block

is greater than or equal to a threshold value, we regard the block

as dead. The threshold value is stored in each core and it will be

explained in implementation section. The different threshold values

can be applied to different tasks. The OS scheduler can apply a

proper threshold value to each task, which enables to control the

performance of SRTs. In this paper, we define a decay interval

value times a threshold value as a dead interval.

Figure 2 shows the cache replacement policy algorithm of PCS.

On an L2 cache miss, different cache replacement policies are

applied to each type of task. If the inserted block is an NRT block,

the non-real-time task policy is applied. First we search a dead

SRT block in the set. If there is a dead SRT block in the set, we

replace the dead SRT block with an NRT block and it will not

cause any additional cache misses. When there are more than one

dead SRT blocks, we evict an LRU (Least Recently Used) dead

SRT block. Choosing an LRU block among dead RT blocks is

reasonable because it is most likely not to be used. If we cannot

find any dead SRT block in the set, then we search an NRT block.
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Figure 2. The replacement (partitioning) policy of PCS.

If we find one, then we evict it. If there are several NRT blocks,

we evict an LRU NRT block. In this case, the cache miss rate

of SRT is not affected, although the cache miss rate of an NRT

becomes higher than when it runs alone. If there is neither dead

SRT block nor NRT block, it means that all the blocks in the set

are SRT blocks. In this case, evicting any block affects the cache

miss rate of SRT. Thus, we bypass the block to upper cache level

(L1 cache). While NRT blocks evict dead SRT blocks, SRT blocks

just evict LRU blocks for predictable behavior of SRT blocks.

By allowing to evict dead SRT blocks earlier, NRT blocks can

use larger cache space without interfering with SRTs. In practice,

the decay prediction miss rates and the number of dead blocks are

different depending on the cache access characteristics of tasks and

dead intervals. This will be discussed in the experimental results

section.

D. Implementation
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Figure 3. PCS for dual core processors with real-time registers.

We now present hardware and software implementation of PCS

(Figure 3). The cache replacement unit has the information into

which core a block is brought when inserting the block. In PCS,

a register is added to each core called real-time register (RTR).

When a task is running on a core, the corresponding RTR value

of the core indicates whether the task is an SRT or NRT and the

threshold value for deciding dead blocks. If OS schedules an SRT

to a core, it sets the real-time value of its RTR to 1. When an NRT

is scheduled, that of the corresponding core is set to 0. The cache

replacement unit inserts the block into cache memory, setting the

real-time field of the block with the value of the RTR.

PCS can be easily extended to multitasking systems using this

implementation. When the OS scheduler schedules a task to a core,

it will set the corresponding RTR by the characteristics of the

task. The cache replacement unit will insert the blocks of the task

setting the value of several fields, and the blocks will be controlled

differently by their real-time field value, and the threshold value

which is stored in the RTR.

IV. EXPERIMENTAL RESULTS

Table I
SIMULATOR CONFIGURATIONS.

Parameter Value

CPU Inorder, 5 stage-pipeline

L1 I-cache, D-cache
4KB, 2-way, 32B block, 2-cycle hit
latency

L2 Shared Unified-cache
32KB, 4-way, 32B block, 7-cycle hit
latency

Bus 64 bits, 2-cycle latency

Main Memory 50-cycle latency

We carried out experiments using Gem5 which is a modular

discrete event driven computer system simulator supporting multi-

core architectures with shared L2 caches [10]. To implement and

evaluate PCS, we modified and extended the cache module of

Gem5. The detailed simulation parameters are shown in Table I. In

addition, to compare PCS to 2-bank bankization and cache parti-

tioning by columnization, we implemented the 2-bank bankization

and cache partitioning

We selected real-time benchmarks from the MiBench and Me-

diaBench. From MiBench, we selected the gsm encode, and the

lame. From MediaBench, we chose the mpeg2 video decoder.

The periods of gsm, lame, and mepg2dec are 25ms, 35ms, and

30ms respectively. As non-real-time benchmarks, we selected the

bzip2, cjpeg, djpeg, and jikespg benchmarks from CSiBE suite

which is a collection of general applications from various domains

such as the SPEC benchmark suite. We classified L2 cache access

characteristics according to Xie and Loh’s classification [9]. The

L2 cache accesses of bzip2, djpeg, cjpeg, and jikespg are very

frequent, not frequent, not frequent, and frequent respectively. We

compiled the benchmarks using alpha linux gcc 4.3.2 compiler with

level 3 optimization.

To examine the impact of PCS on cache performance and

deadline misses of real-time benchmarks, we use two metrics: L2

cache miss rates and deadline miss rates. We measured the deadline

miss rate using the random arrival time generation method used

in [11]. Arrival times were generated randomly, making the CPU

utilization rate close to the schedulability condition. In this paper,

we assume that tasks are released as soon as they arrive.

A. Dual-Core Experiments: Real-Time Task vs. Non-Real-Time

Task

Figure 4 shows the normalized L2 cache miss rates of SRTs

and NRTs on a dual-core system. In the figure, LRU indicates

when tasks run simultaneously using the conventional LRU policy,

Bankization indicates when tasks run simultaneously on a 2-bank

L2 cache, Partitioning indicates when tasks run simultaneously on

two segments via columnization, and PCS indicates when tasks run

simultaneously on a PCS L2 cache.

With bankization, the cache miss rates of SRTs are 12% higher

on average and those of NRTs are 8% higher on average than

those using LRU. Since the cache space is divided into halves,

the performances of tasks degrade. With partitioning, the cache

miss rates of SRTs are 23% higher on average and those of NRTs

are 40% higher on average than those using LRU. The larger
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Figure 4. Normalized L2 cache miss rates of real-time tasks (upper) and those of the non-real-time tasks (lower) on a dual-core system. The numbers in
the parenthesis indicate the dead intervals applied.

Table II
AVERAGE DEADLINE MISS RATES ON DUAL-CORE EXPERIMENTS.

gsmEncode lame mpeg2dec

Single 1.2% 2.2% 1.1%

LRU 6.5% 5.4% 12.7%

Bankization 7.3% 8.3% 15.3%

Partitioning 8% 9.6% 8.8%

PCS (6K) 8% 4.9% 2.4%

PCS (12K) 3.8% 3.5% 1.2%

PCS (24K) 4.8% 5.3% 1.9%

PCS (48K) 3.6% 3.4% 1.4%

performance degradation of cache partitioning is because both the

cache space and the number of way are reduced. The benchmarks

such as jikespg are very sensitive to the number of cache ways

assigned to them, and it leads to large performance degradation.

With our PCS, the cache miss rates of SRTs are 9%, 12%, 18%,

and 32% lower on average than those with LRU for 6K, 12K, 24K,

and 48K dead intervals, respectively. Higher dead interval means

that SRT blocks are not evicted for longer time so that they are

more likely to not be interfered with NRT blocks. The cache miss

rates of NRTs are 9%, 24%, 49%, and 118% higher on average

than those with LRU for 6K, 12K, 24K, and 48K dead intervals,

respectively.

As can be seen in the results, the performance of SRTs and

NRTs can be controlled by changing the dead interval. As the dead

interval becomes longer, the cache miss rate of lame becomes lower

and that of cjpeg becomes higher. Applying a short dead interval

improves performance of NRTs, by allowing more NRT blocks to

be cached. In contrast, applying a long dead interval makes less

NRT blocks cached so that RT performance will increase.

Table II shows the average deadline miss rates of the real-time

benchmarks on the dual-core experiments. As can be seen, when

the benchmarks run alone, the deadline miss rates range from 1.2%

to 2.2%. With LRU, the deadline miss rates range from 5.4% to

12.7%, which are much higher than those when running alone.

Deadline miss rates with bankization and partitioning are higher

than those with LRU, showing up to 15.3% miss rate. With PCS,

the average deadline miss rates are lower than those using others.

Consequently, it is possible to control the deadline miss rates of

an SRT by applying a proper dead interval with PCS.

V. CONCLUSION

In this paper, we proposed a novel shared L2 cache architecture

called PCS. It adds a real-time indication bit to each cache block

and our novel replacement policy utilizes the bit to provide real-

time awareness to the shared L2 cache. Non-real-time data share

the L2 cache without interfering with real-time data by exploiting

the cache decay-phenomenon. Our experimental results show that

PCS is able to control the performance of SRTs to meet their

performance requirements. PCS currently does not support the

memory bus and main memory. In addition, for large scale multi-

core real-time systems, real-time priorities should be considered.

We leave these as the future work.
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